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Abstract

In this paper, we represent experimental results obtained with ensembles of nearest neighbour clas-
sifiers on the binary classification problem of cancer classification using serial analysis of gene ex-
pression (SAGE) data. Nearest neighbours are selected as classifiers since they were rarely employed
in building ensembles because their predictions are stableto small perturbations of data, which does
not make individual classifiers diverse. To remedy this problem, four feature selection methods, all
belonging to the filter model, are applied prior to classification. In addition, diversity-based pruning of
classifiers is utilised before combining them into an ensemble by means of three combination methods
(majority vote, weighted majority vote, and Naı̈ve Bayes combination with a correction for zeroes).
Our preliminary conclusions demonstrate that the best results in terms of error rate, false positive rate,
true positive rate, and their combinations are achieved with the Naı̈ve Bayes combination of the pruned
classifiers, where each classifier works with a subset of the original genes.

1 Introduction

Cancer is one of the three leading causes of death
in developed countries. Cancers are caused by
cells which grow progressively without any regu-
lation. Curing cancer means destruction of these
cells, which, in turn, implies that the immune sys-
tem should identify tumour cells and healthy cells
and generate an immune response against the tumour
cells. Hence, there is a great challenge and oppotu-
nity for computer science to contribute to biological
research on cancer and associated biomarkers.

However, cancer tumours are not easily detectable
by the immune system because of their genetic in-
stability. For example, cancer cells can “deceive”
the immune system so that it is unable to kill them.
Therefore for computers it is also a challenge to dis-
criminate between healthy and tumour cells. Besides,
there are thousands of genes for only several dozens
of samples taken from patients. This causes the curse
of dimensionality to occur that negatively influences
on classification accuracy.

Many methods for cancer prediction have been
published (see (Dudoit and Fridlyand, 2003; Lu and
Han, 2003) for the comprehensive review). The vast
majority of them apply a single classifier (nearest
neighbour, support vector machine, neural network,
decision tree) in order to solve the problem. Be-
cause none of classifiers is perfect and superior to

the others, their ensembles are thought to explore a
wider solution space, thus avoiding local optima of
the individual classifiers and yielding higher accu-
racy. Ensembles are especially suitable in cancer re-
search where classification has to be done based on
few biological samples and a multitude of genes: it
is a hard problem for any single classifier to capture
true hypothesis from this kind of data.

In general, it is well known that an ensemble can
provide higher accuracy than a single best classifier
if its members are sufficiently diverse and accurate.
Diversity usually means that classifiers make differ-
ent predictions, i.e., they do not make errors on the
same samples. One of the most typical ways to make
classifiers diverse is to let each classifier to work only
with a certain subset of the original features so that
these subsets can overlap but they do not totally coin-
cide.

Our goal in this paper is not just ensembles of
classifiers, but ensembles ofnearest neighbour(NN)
classifiers. The following reasons motivated us in this
choice:

• NNs already demonstrated very good perfor-
mance in several bioinformatics tasks (Dudoit
and Fridlyand, 2003; Okun and Priisalu, 2006a);

• NNs provide fast classification since the number
of samples is typically less than 100 for gene ex-
pression data;



• NNs do not require any parameters to tune (k
can be fixed, for example, to 1, 3, and 5);

• there is not much work on ensembles of NNs be-
cause NNs are stable classifiers (regarding small
perturbations in the training set) that are difficult
to combine by the traditional bagging, boosting
or error-correcting output coding (see the state-
of-the-art in (Okun and Priisalu, 2005));

• applications of ensembles of NNs for gene ex-
pression analysis are rare due to the above men-
tioned challenge.

Diversity among selected features decorrelates er-
rors made by individual NN classifiers and it can
overcome the stability of NNs.

2 Feature selection methods

Feature selection methods are divided into filters and
wrappers. Wrappers rely on a classifier in order to
judge on feature importance while filters do not. In-
dependently of this fact, methods of both types typi-
cally select one feature at a time, thus ignoring inter-
action between features. There are known few fea-
ture selection methods targeting feature interaction
and among them is pairwise feature selection pro-
posed in (Bø and Jonassen, 2002). We will utilise this
method as well as two one-feature-at-a-time methods
employed in (Bø and Jonassen, 2002) for gene selec-
tion. All the methods expecttwo-classdata.

2.1 Method of Bø and Jonassen

This filtering method evaluates how well a pair of
genes in combination distinguishes two classes. First,
each pair is evaluated by computing the projections of
the training data on the diagonal linear discriminant
(DLD) axis when using only two genes constituting
this pair. Then the two-sample t-statistic is computed
on the projected points and assigned to a given pair
as its score. Bø and Jonassen proposed two vari-
ants of gene selection based on pair scores, called ‘all
pairs’ (exhaustive search) and ‘greedy pairs’ (greedy
search).

The all-pairs variant targets all possible pairs of
genes. First, all pairs are sorted in descending or-
der of their score. After that, the pair with the highest
pair score is selected and all other pairs containing ei-
ther gene included in this pair are removed from the
sorted list of pairs. Then the next highest-scoring pair
is found from the remaining pairs and all other pairs
containing either gene in this pair are removed from

the list, and so on. This procedure terminates when
the pre-specified number of genes is reached.

Since the all-pairs variant is computationally de-
manding, an alternative evaluating only a subset of
all pairs is proposed (greedy pairs). The greedy-pairs
variant first ranks all genes based on indivudual t-
score. Next, the best genegi ranked by its t-score is
selected. Among all other genes, the genegj that to-
gether withgi maximises the pair t-score is found so
thatgi andgj form a pair. These two genes are then
removed from the gene set and a search for the next
pair is performed until the desired number of genes is
selected.

2.2 Greedy forward selection

It is the greedy feature selection method, incremen-
tally adding genes one-by-one; hence the name ‘for-
ward selection’. First, individual t-score is computed
for each gene (two-class data using a given gene are
projected onto the DLD axis and the two-sample t-
statistic on the projected points is taken as the gene
score) and genes are ranked according to their t-score.

The first gene to be selected is the one with the
highest t-score. Next, other genes are added so that
adding a gene maximises the two-sample t-score of
a new subset. The t-score at stepi is computed on
the data points projected on the DLD axis using the
expression values of thei selected genes. Greedy
forward selection stops when collecting the desired
number of genes.

2.3 Individual ranking

Two previous methods belong to gene subset rank-
ing techniques because each time a group of genes
gets a rank (Lu and Han, 2003) in contrast to individ-
ual ranking which grades each gene in isolation from
others. Compared to gene subset ranking, individual
ranking looks handicapped since it ignores interac-
tions among genes. However, it is the fastest method
among the three, because it is the simplest one. To
individually rank genes, it employes the two-sample
t-statistic on theexpression valuesof the genes across
two classes. That is, the expression values of each
gene for normal and cancer exemplars form two sam-
ples used in the statistical test returning t-score of that
gene.

3 Base classifiers

As was mentioned, our interest is in nearest neigh-
bour classifiers. In particular, we will utilise the



weighted k-NN (k = 1, 3, 5). It is known that k-NN
is sensitive to irrelevant features (Aha, 1992); hence,
gene selection applied prior to classification will help
to filter out irrelevant genes.

Weights are associated with the original genes. The
ith weight is equal to the number of times theith
gene was selected during cross-validation of gene se-
lection. It means that weights reflect importance or
relevance of genes: the higher weight, the more rele-
vant gene.

Given twon-dimensional patternsx andy, the sim-
ilarity between them is determined by the following
formula:
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wherewi is the weight of theith gene. Thus, pat-
terns have to be weighted before searching for nearest
neighbours.

Four gene selection methods introduced in the pre-
vious section and three values of the number of near-
est neighbours,k (1, 3, 5), yield twelve combinations
summarised in Table 1. We call these combinations
the base classifiers. Each base classifier carries out
feature selection followed by classification using the
selected features.

Table 1: Base classifiers and their IDs

ID Feature selection Classifier
1 Bø-Jonassen (greedy pairs)1NN
2 Bø-Jonassen (greedy pairs)3NN
3 Bø-Jonassen (greedy pairs)5NN
4 Bø-Jonassen (all pairs) 1NN
5 Bø-Jonassen (all pairs) 3NN
6 Bø-Jonassen (all pairs) 5NN
7 Greedy forward selection 1NN
8 Greedy forward selection 3NN
9 Greedy forward selection 5NN
10 Individual ranking 1NN
11 Individual ranking 3NN
12 Individual ranking 5NN

4 Pruning of the base classifiers

It is imperative that in order for an ensemble to out-
perform a single best classifier, the former must be
composed of diverse classifiers that are also suffi-
ciently accurate at the same time (Kuncheva, 2004).

In many models injecting diversity into an ensem-
ble, e.g., via random sampling of input data like
in (Breiman, 1996) or via random feature sampling
like in (Bay, 1999), the diversity is not explicitly mea-
sured and controlled. Hence, it is difficult to judge
how diverse the base classifiers and this appeals to in-
corporate someexplicit measure of diversity into se-
lection of the base classifiers.

Though all the base classifiers are typically com-
bined into an ensemble, it is possible to select only
certain classifiers for fusion. This operation is called
pruning of the base classifiers. Prodromidis et al.
(1998) proposed to use diversity-based pruning be-
fore classifier combination. They defined diversity
for a pair of classifiersDi andDj as the number of
patterns whereDi andDj produce different predic-
tions. Their diversity-based algorithm is given in Ta-
ble 2, whereH andC are sets containing the original
and selected base classifiers, respectively.

Table 2: Diversity-based pruning algorithm (Prodro-
midis et al., 1998)

Let C = ∅, M := maximum number of classifiers
For i := 1, . . . , | H | −1 do

For j := i, . . . , | H | do
Let zi,j :=number of patterns where

Di andDj give different predictions
Let D′ := the classifier with the highest accuracy
C := C ∪ D′, H := H− D′

For i := 1, . . . , M − 1 do
For j := 1, . . . , | H | do

Let Sj :=
∑|C|

k=1
zj,k

Let D′ := the classifier fromH with
the highestSj

C := C ∪ D′, H := H− D′

First, the most accurate classifier is included into
C. Next, in each round, the algorithm adds to the list
of selected classifiers the classifierDk that is most
diverse to the classifiers chosen so far, i.e., theDk

that maximises the diversityS over C ∪ Dk, ∀k ∈
{1, 2, . . . , |H|}. The selection ends when theM most
diverse classifiers are selected1.

Prodromidis et al. (1998) showed on two data sets
of real credit card transactions that diversity-based
pruning can lead to the ensemble with higher accu-
racy than that combining all classifiers. That is why

1As more base classifiers are included intoC, the diversity of
the set of classifiers decreases. HenceM is a threshold that pre-
vents redundant classifiers to be selected in the ensemble.



we believe that pruning of classifiers can improve en-
semble performance in our case, too.

5 Combination of the base classi-
fiers into an ensemble

We employ three classifier fusion methods: majority
vote, weighted majority vote, and Naı̈ve Bayes. All
of them combine class labels of the base classifiers.
Notation and formulae in this section are borrowed
from (Kuncheva, 2004).

Let us assume that there areL classifiersDi, i =
1, . . . , L andc different classes. The label outputs of
these classifiers composec-dimensional binary vec-
tors [di,1, . . . , di,c] ∈ {0, 1}c, i = 1, . . . , L, where
di,j = 1 if Di labels the inputx in classωj , and
di,j = 0 otherwise.

5.1 Majority vote

The majority vote results in an ensemble decision
for classωk if

∑L
i=1

di,k = maxc
j=1

∑L
i=1

di,j , i.e.,
classωk got more votes than any other class. Ties
are randomly resolved. In the case of two classes, the
winning class should get 50 percent of the votes +1.

5.2 Weighted majority vote

If accuracies of the base classifiers in the ensemble
vary, then it is reasonable to give the more accu-
rate classifiers larger weight in making the final deci-
sion. Given that the label outputsdi,j provide degrees
of support for the classes as above, the discriminant
function for classωj is obtained by weighted majority
vote asgj(x) =

∑L
i=1

bidi,j , wherebi = log pi

1−pi

2

is a weight for classifierDi, andpi is accuracy ofDi.
Sincedi,j can be either 0 or 1, the value of the dis-
criminant function will be the sum of the coefficients
of those base classifiers whose output forx is ωj .

5.3 Näıve Bayes

This combination method assumes that individual
classifiers are mutually independent; hence the name
‘naı̈ve’. Lets1, . . . , sL be crisp class labels assigned
to x by classifiersD1, . . . , DL, respectively. The in-
dependence assumption means that the support for
classωk is µk(x) ∝ P (ωk)

∏L
i=1

P (ωk | si), where
P (ωk | si) is the probability that the true class isωk

2In (Kuncheva, 2004) it is showed that such a definition ofbi

maximises the accuracy of the ensemble when the outputs of the
base classifiers are combined with the weighted majority vote.

given thatDi assignsx to classsi. For each classi-
fier Di, a c × c confusion matrixCM i is calculated
by applyingDi to the training data set. The (k,s)th
entry of this matrix,cmi

k,s is the number of patterns
whose true class label wasωk, but they were classi-
fied in classωs by Di. By Nk we denote the total
number of patterns from classωk. Takingcmi

k,si
/Nk

as an estimate of the probabilityP (ωk | si), and
Nk/N (N =

∑c
j=1

Nj) as an estimate of the prior
probability for classωk, we obtain thatµk(x) ∝

1

NNL−1

k

∏L
i=1

cmi
k,si

.

To avoid nullifying µk(x) regardless of other es-
timates when an estimate ofP (ωk | si) = 0,
the last formula can be rewritten asµk(x) ∝
Nk

N

{

∏L
i=1

cmi
k,si

+1/c

Nk+1

}B

, whereB is a constant (we

always set it to 1 in experiments).

6 Data set

We chose the data set containing the expressions of
822 genes in 74 samples. Its description can be found
in (Gandrillon, 2004). The distribution of normal and
cancerous samples is imbalanced with the bias toward
the latter (24 samples are normal while 50 samples
are cancerous). Unlike many other data sets with
one or few types of cancer, the one we are going to
work with contains 9 different types of cancer, which
means that there are only 5 samples per cancer type,
on average. Hence, we opted to ignore the difference
between cancer types and to treat all cancerous sam-
ples as belonging to a single class. This reduced our
classification task to two classes (either ‘normal’ or
‘cancer’).

This data set was produced according to the Serial
Analysis of Gene Expression (SAGE) technique (Vel-
culescu et al., 1995; SAGENET), which is designed
to take advantage of sequencing technology. It was
originally conceived for use in cancer studies. SAGE
provides a statistical description of the mRNA pop-
ulation present in a cell without prior selection of
the genes to be studied (Aldaz, 2003). This is the
main advantage of SAGE over microarray approaches
(cDNA and oligonucleotide microarrays) that are lim-
ited to the genes represented in the chip.

SAGE “counts” the number of transcripts or tags
for each gene, where the tags substitute the expres-
sion levels used in microarray approaches. As a
result, counting sequence tags yieldspositive inte-
gernumbers in contrast to microarray measurements.
Machine learning methods can be applied to tag
counts in order to determine highly expressed genes.



For example, a normal tissue sample can be compared
against a cancer tumour to determine which genes
tend to be more (or less) active. Besides, the SAGE
data can be directly compared with other data gener-
ated from a different laboratory.

In SAGE, the mRNA sequences do not need to be
known a priori so that unknown genes can be discov-
ered. In other words, it is precisely in the area of
identification of novel tumour markers (for all tumour
types) where SAGE has been demonstrated to be the
most useful (see (Aldaz, 2003) for details). However,
microarray experiments are much cheaper to perform.
In addition, small length of the tags makes them sus-
ceptible to non-specific interactions, and errors re-
sulting from the use of sequencing technology may
substantially degrade the correct assignment of a tag
count to a gene. Finally, SAGE is not very suitable for
the comparison of large samples (e.g., several hun-
dreds) in a relatively short time, in contrast to mi-
croarray approaches. Nevertheless, currently there is
no absolutely perfect technology.

7 Experiments

Based on the overview of the ensembles used for can-
cer classification3, we can say that none of the papers
utilised SAGE data in cancer research. The Naı̈ve
Bayes combination rule was rarely applied in contast
to majority vote. Diversity-based pruning of the base
classifiers was not employed, except for (Hong and
Cho, 2005). Feature selection if used was simple and
often ignoring gene interactions. In combination with
the well-known fact that bagging and boosting do not
improve performance of nearest neighbour classifiers,
all these observations leave a lot of space for research
that is reported below.

First, we performed two-class discrimination in
the original, high dimensional space of 822 genes.
Error rates for three NN classifiers are shown in
Table 3 when using leave-one-out cross-validation
(LOOCV). These results will serve for a compar-
ison with those obtained in low dimensional gene
selection-induced space.

Next, gene selection methods were applied, fol-
lowed by classification as given in Table 1. For Bø
and Jonassen’s method, the number of attributes to be
selected was set to 2, 4, . . . , 400, while for other two
methods it ranged from 1 to 400.

For each base classifier in Table 1, both gene se-
lection and classification were cross-validated using
leave-one-out cross-validation. Gene selection was

3It is reported elsewhere.

Table 3: LOOCV error rates in the original space

Classifier LOOCV error rate
1NN 0.2703
3NN 0.4054
5NN 0.3108

first done for each CV fold separately. Though among
the selected genes there were those shared by many
or even all folds, we observed that the subsets of se-
lected genes varied from fold to fold. However, from
the biological point of view, it would be more con-
venient to analyse one subset of genes. Hence, we
preserved only the most frequently selected genes in
all folds and discarded all the other genes, i.e., we fil-
tered out rare genes by treating them as noise4. To
do so, a frequency of occurrence of each gene was
calculated over all subsets of the selected genes and
those genes whose frequency was less than the em-
pirically chosen thresholdthr were discarded5. The
preserved genes were then used for cross-validation
of a classifier.

This procedure was carried out for each value of
the number of genes to be selected and with each
base classifier. For each base classifier, the number
of genes leading to the lowest CV error was recorded.
Later on, the base classifiers generated predictions us-
ing this optimal number of selected genes,kopt. The
actual number of genes,n(kopt), used by different
classifiers is shown in Table 46.

Before combining classifiers into an ensemble,
classifier pruning occurred as described above. The
predictions (class labels) of base classifiers remaining
after pruning were finally fused by each of the three
combination techniques (majority vote, weighted ma-
jority vote, and Naı̈ve Bayes combination with a cor-
rection for zeroes).

7.1 Performance estimation of the base
classifiers and their ensembles

To characterise the base classifiers and their en-
sembles, we utilised 5 measures:ER (LOOCV er-
ror rate), TPR (true positive rate or sensitivity),
FPR (false positive rate or 1-specificity),TPR-FPR

4Rare genes were the key reason why we did not test a classifier
on the left-out samples for each CV subset.

5The value ofthr is naturally to relate to the number of CV
folds,Nfolds, e.g.,thr is equal toℓNfolds, where0 < ℓ ≤ 1.

6It is often thatn(kopt) 6= kopt for a given classifier because
subsets of genes vary from fold to fold.



Table 4: The actual number of genes used by different
base classifiers for two values ofthr: 32 and 74. The
total number of selected genes used by all the twelve
base classifiers is 242 and 367, respectively

Classifier thr = 32 thr = 74
1 227 191
2 28 4
3 4 4
4 180 176
5 18 12
6 8 11
7 7 98
8 6 25
9 6 10
10 210 268
11 19 4
12 38 4

spread, andF-measure. Table 5 explains the mean-
ing of true positives, true negatives, false positives,
and false negatives. ‘Positive’ and ‘negative’ stand
for ‘cancer’ and ‘healthy’, respectively.

Table 5: Confusion matrix for the two-class classifi-
cation problem. TP = the number of true positives;
FN = the number of false negatives; FP = the number
of false positives; TN = the number of true negatives

Predicted
True cancer normal

cancer TP FN
normal FP TN

The error rate (ER) is (FP+FN)/(TP+TN+FP+FN).
The true positive rate (TPR) is the ratio of the num-
ber of true positives to the number of positives: TPR
= TP/(TP + FN). The false positive rate (FPR) is the
ratio of the number of false positives to the number of
negatives: FPR = FP/(FP + TN). TPR or FPR are one-
sided estimates. Hence other two measures comple-
ment them, which combine both TPR and FPR. The
TPR-FPR spread is the difference of TPR and FPR
(TPR-FPR). It characterises the ability of a classifier
to make correct predictions while minimising false
alarms. The F-measure borrowed from information
retrieval combines precision and recall, where Preci-
sion = TP/(TP + FP) and Recall = TPR: F-measure =
(2*Precision*Recall)/(Precision + Recall).

7.2 Results of experiments

Results for two values ofthr (32 and 74) are sum-
marised in Tables 6 and 7, respectively. It can be seen
that they are much better than those obtained without
gene selection. The following abbreviations are used:
MV (majority vote), WMV (weighted majority vote),
NB (Naı̈ve Bayes). Figures in brackets after MV,
WMV or NB stand for the maximal number of base
classifiers in the ensemble, selected by pruning 12
original base classifiers, with ‘12’ implying no prun-
ing. Characteristics of a single best classifier among
the twelve are shown in italics. Thus, whenthr = 32,
the best classifier is the classifier no.7 while when
thr = 74, the best classifier is the classifier no.1.
Figures in the column ‘Classifier/Ensemble’ such as
1, 2, 3, . . . , 12 without MV, WMV or NB mean the
base classifiers (see Table 1). Best results for each of
the five measures described in the previous subsection
are shown in bold.

The base classifiers were added to the ensemble in
the following order: 7, 11, 5, 1, 6, 3, 12, 9, 4, 8,
2 (for thr=32) and 1, 8, 3, 12, 5, 9, 10, 2, 7, 11,
6 (for thr=74). It seems that both variants of pair-
wise gene selection (Bø and Jonassen, 2002) were
among the top selected, though the small number (12)
of base classifiers prevents us from drawing compre-
hensive conclusions whether pairwise gene selection
results in better performance than the one-gene-at-
a-time methods. However, pairwise gene selection
points to pairs of related genes and thus, it can fa-
cilitate the analysis of biological relevance of the se-
lected genes.

Ensembles of classifiers were almost always better
in terms of quantitative characteristics used than sin-
gle best classifiers. Classifier pruning was especially
valuable in getting better results. Among three com-
bination methods, the Naı̈ve Bayes fusion turned out
to be best. Weighted majority vote was not superior
to majority vote.

Regarding processing time, individual ranking was
naturally much faster than other employed methods.
Greedy forward selection was slower (at least two
times) than either variant of the Bø-Jonassen algo-
rithm. Leave-one-out cross-validation of gene selec-
tion turned out to be very time consuming for all
methods but individual ranking. Hence, we recom-
mend to apply k-fold cross-validation (k is equal ei-
ther 5 or 10) instead in the future.

Finally, preliminary analysis of biological signif-
icance of our results is reported in the companion
paper (Okun and Priisalu, 2006b) and therefore it is
omitted here.



8 Conclusion

In this paper, we applied ensembles of nearest neigh-
bour classifiers for cancer classification using the
SAGE data set. Our experiments demonstrate that
gene selection prior to NN classification makes the
base classifiers diverse and accurate. Diversity-based
pruning of the base classifiers before combining them
into an ensemble dramatically improves the ensemble
performance in terms of various characteristics such
as error rate, false positive rate, true positive rate, and
their combinations. The Naı̈ve Bayes combination
of the pruned base classifiers generally outperforms
the standard majority vote and its weighted variant,
though we advise to run several combination schemes
since combination is fast.
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4 0.1622 0.8600 0.2083 0.6517 0.8776 MV (9) 0.0811 0.9600 0.1667 0.7933 0.9412
5 0.2297 0.9000 0.5000 0.4000 0.8411 WMV (9) 0.0811 0.9600 0.1667 0.7933 0.9412
6 0.2297 0.8800 0.4583 0.4217 0.8381 NB (9) 0.0676 0.9600 0.1250 0.8350 0.9505
7 0.1081 0.9000 0.1250 0.7750 0.9184 MV (7) 0.1081 0.9600 0.2500 0.7100 0.9231
8 0.1081 0.9400 0.2083 0.7317 0.9216 WMV (7) 0.1081 0.9600 0.2500 0.7100 0.9231
9 0.1486 0.9000 0.2500 0.6500 0.8911 NB (7) 0.0676 0.9600 0.1250 0.8350 0.9505
10 0.1757 0.8600 0.2500 0.6100 0.8687 MV (5) 0.1081 0.9800 0.2917 0.6883 0.9245
11 0.2162 0.8600 0.3750 0.4850 0.8431 WMV (5) 0.1081 0.9800 0.2917 0.6883 0.9245
12 0.2432 0.8200 0.3750 0.4450 0.8200 NB (5) 0.0541 0.9600 0.0833 0.8767 0.9600
MV (12) 0.0811 0.9400 0.1250 0.8150 0.9400 MV (3) 0.0946 0.9800 0.2500 0.7300 0.9333
WMV (12) 0.0676 0.9600 0.1250 0.8350 0.9505 WMV (3) 0.0946 0.9800 0.2500 0.7300 0.9333
NB (12) 0.0811 0.9400 0.1250 0.8150 0.9400 NB (3) 0.0946 0.9800 0.2500 0.7300 0.9333

Table
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Classifier/Ensemble ER TPR FPR TPR-FPR F-measure Ensemble ER TPR FPR TPR-FPR F-measure
1 0.1892 0.8600 0.2917 0.5683 0.8600 MV (11) 0.1486 0.9800 0.4167 0.5633 0.8991
2 0.2027 0.9000 0.4167 0.4833 0.8571 WNV (11) 0.1486 0.9800 0.4167 0.5633 0.8991
3 0.2027 0.8800 0.3750 0.5050 0.8544 NB (11) 0.0946 0.9000 0.0833 0.8167 0.9278
4 0.1892 0.8600 0.2917 0.5683 0.8600 MV (9) 0.1081 0.9800 0.2917 0.6883 0.9245
5 0.2432 0.8800 0.5000 0.3800 0.8302 WMV (9) 0.1081 0.9800 0.2917 0.6883 0.9245
6 0.2432 0.8600 0.4583 0.4017 0.8269 NB (9) 0.1351 0.8600 0.1250 0.7350 0.8958
7 0.2838 0.8200 0.5000 0.3200 0.7961 MV (7) 0.1216 0.9800 0.3333 0.6467 0.9159
8 0.2973 0.9000 0.7083 0.1917 0.8036 WMV (7) 0.1216 0.9800 0.3333 0.6467 0.9159
9 0.2973 0.8600 0.6250 0.2350 0.7963 NB (7) 0.0811 0.9400 0.1250 0.8150 0.9400
10 0.1892 0.8400 0.2500 0.5900 0.8571 MV (5) 0.1351 1.0000 0.4167 0.5833 0.9091
11 0.2297 0.8800 0.4583 0.4217 0.8381 WMV (5) 0.1351 1.0000 0.4167 0.5833 0.9091
12 0.2432 0.8800 0.5000 0.3800 0.8302 NB (5) 0.0811 0.9600 0.1667 0.7933 0.9412
MV (12) 0.1486 0.9600 0.3750 0.5850 0.8972 MV (3) 0.1351 0.9400 0.2917 0.6483 0.9038
WMV (12) 0.1081 0.9600 0.2500 0.7100 0.9231 WMV (3) 0.1351 0.9400 0.2917 0.6483 0.9038
NB (12) 0.1216 0.9000 0.1667 0.7333 0.9091 NB (3) 0.1351 0.9400 0.2917 0.6483 0.9038


